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ABSTRACT

We present PULSE, a mobile application designed to allow
users to gain a ‘vibe’, an intrinsic understanding of the people, places and activities around their current location, derived from messages on the Twitter social networking site.
We compared two auditory presentations of the vibe. One
presented message metadata implicitly through modification
of spoken message attributes. The other presented the same
metadata, but through additional auditory cues. We compared both techniques in a lab and real world study. Additional auditory cues were found to allow for smaller changes
in metadata to be more accurately detected, but were least
preferred when PULSE was used in context. Results also
showed that PULSE enhanced and shaped user understanding, with audio presentation allowing a closer coupling of
digital data to the physical world.
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INTRODUCTION

The recent rise of both mobile smartphones and social networking has caused a significant rise in the amount of textual, photographic and other user generated content (UGC)
tagged with the location of it’s creation. The increasing
quantity of this data affords new ways for its exploration and
interaction. However, searching over social networks is still
primarily based on textual queries, or by filtering on user
added metadata such as hashtags. Thus far, little attention
has been given to exploiting location in interaction. Where
location-based queries are supplied, they tend to be buried
in the user interface with results displayed as pins on a map
(see Figure 1 left), such as with Twitter (www.twitter.com),
or as a simple list (see Figure 1 right), such as with Google+
(www.plus.google.com).
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Figure 1. Illustration of current techniques to display the results of
location based queries over social networks. The Twitter iPhone client
presents a map with message locations marked with pins (left). The
Google+ client presents a list view of nearby messages (right).

In this paper we investigate how to re-integrate geo-coded
UGC back into the environment of its creation, and the role
this re-integration can play enhancing users’ understand of
the area around them. In particular, we use text based social
media to provide a ‘vibe’ or ‘feel’ of a physical location:
an intrinsic understanding of the people, places and activities that exist in the environment around the user’s current
location. Understanding the local environment, people and
culture is a key reason why tourists visit different countries.
Guidebooks often try to describe this feeling to communicate what it is like to live in a location and understand a
place from the perspective of a local. Lonely Planet [17]
for instance, prints discussions with locals about their lives
as a means of trying to communicate the feeling of living
in a place: “I was born here in Savo, and I live a third of
each year here in my summer cottage. I feel this is the most
valuable thing about the area, that in the nature here you
can really get away from all the troubles of a normal life, a
busy life” [17, p.136]. However, guidebooks can be cumbersome to use during exploration [5], and because of their
static nature, the information provided may not be congruent
with the user’s current experience of the environment. In addition, users must make an explicit decision to remove and
look at a (paper or electronic) guidebook, something that is
often not done in situ [5]. In our work, we are seeking to
explore how user generated social media can be exploited to
provide the understanding that a local would have.

In this paper we present two evaluations of PULSE. PULSE
is designed, through a combination of speech and sonification, to communicate the vibe of an area, derived from messages on the Twitter (www.twitter.com) social networking
site, to a user as he or she walks around the environment. In
the next section we outline an example scenario of PULSE
in use, before discussing related work and the results of two
studies to evaluate PULSE. The first was a controlled lab
study to compare and contrast two different sonifications.
The other sought to understand PULSE in real world use.
SCENARIO

Kat is visiting France. It is her first visit to the country and
she has the rest of the afternoon free to enjoy the town. She
puts in her earbuds, starts the PULSE application, and puts
her phone back into her pocket. As she wanders along the
street PULSE selects nearby social messages, synthesises
them and plays them to Kat. As Kat walks, she begins to
hear the trickling sound of a stream, indicating an increasing
amount of on-line activity in her current location. Kat learns
of a local Bocce team who are meeting to celebrate winning
a tournament, that the traffic in the nearby streets is blocked
because of protests and the town is busy preparing for a music festival at the weekend. As she continues, the trickling
stream evolves into a fast flowing river telling Kat that there
are many more messages in this area. A bubbling sound,
indicating a trend in the message content, is introduced by
PULSE. As she walks, Kat realises that the trend refers to the
two local football teams who are playing each other. Not being a football fan, Kat takes out her phone and tells PULSE
to reduce the number of messages presented about the football. Realising she is approaching the football stadium, Kat
takes a side street into a small square. The presentation
rate of the messages decreases, the bubbling fades out and
the water returns to a trickling stream, reflecting the quieter,
more laid back area she is now in. Sitting at a street side cafe,
she orders a beer. Relaxing with her beer she notices a group
of men celebrating inside. Many have Bocce bags, and she
realises that this was the team that PULSE had previously
told her about. She relaxes with her beer, enjoying watching
children play in the fountain. PULSE continues to provide
less frequent updates as the natural sights, sounds and messages from PULSE merge to provide a deeper understanding
of her environment. Kat learns of the small boy in the apartments above who refuses to have a bath before bed, the girl
nervously waiting the arrival of her first date and the woman
upset over the death of her mother. Finishing her beer, Kat
pays and continues her exploration with PULSE.
RELATED WORK

Little research has been undertaken into the role that nearby
geo-social media can play when the user is in the physical
environment, and less that considers how the presentation of
such data affects user perception of the environment [15].
There are, of course, many applications (such as Google
Earth 1 ) that place such media on maps, but these are not
tied to the current location of the user, rather they are tied to
a location the user is interested in. Social networks such as
foursquare.com have a strong location based element and al1
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low users to find and view nearby “checkins” of other users,
but their role is in the finding and recommendation of services in the environment, and not in the communication of a
vibe as we have described. Similarly, work such as by Jang
et al. [8] and Bellotti et al. [1] seek to create ad hoc social networks amongst geographically close, but unknown,
social network users, primarily for recommendation of new
places. Whilst such an outcome may be an effect of presenting a vibe, it is not the primary focus of our work.
Much closer to a vibe is Columbus by Rost et al. [15]. They
investigated how the presentation of images from flickr.com
affected users when in the area where the photographs were
taken. As users moved around the physical environment,
photographs that had been taken in the vicinity were “unlocked” so participants could view them. Rost et al. found
that the discovery of unexpected photographs, those that were
not of obvious or common things in the local environment,
promoted serendipity, changing user perception of the built
environment. Robinson et al. [14] have investigated how the
distribution and type of geo-coded social media can be used
to support navigation towards a destination. For example,
a large number of photographs on one route might indicate
that it is scenic, whilst a large number of Twitter messages
on another route may indicate that it is a built-up urban location. This work highlights the potential of social media to
provide a much more engaging and useful experience than
putting pins in a map.
All of the previously mentioned work uses a visual interface to communicate with the user. It is also common to
use augmented reality to overlay messages or photographs
around the user on a live video feed [6]. In all cases users
must make an explicit decision to look at the device, such
as with Columbus [15]. As a vibe is an awareness aid, and
we consider that it should never be the primary user task, or
a task in itself, such presentation is unsuitable. Bellotti et
al. [1] noted that it was difficult to integrate their Magitti social recommender system into social settings because users
continually looked at the visual display. A more appropriate
approach is to use sound. Though not about social networks,
Rowland et al. [16] used audio to present and record messages in an interactive cycling experience. They found that
listening to messages recorded by strangers provided an intimate connection for the listener. Dingler and Brewster [7]
evaluated how overview activity of multiple different social
networking sites could be communicated through a set of
thematically linked sounds. Although they did not consider
geo-location, users were able to monitor changes in activity
levels amongst their contacts. Earlier work by Mynatt [11]
found that an aural awareness of the status of people in a
building (e.g. how long someone had been out of their office) could be provided via ambient Auditory Icons. In an
evaluation it was found that these could be monitored in the
periphery, without becoming distracting.
Social networking research shows that information relevant
to a vibe can be extracted from sites such as Twitter. In an
analysis of a Twitter corpus by Java et al. [9], over 50% of
messages were geo-tagged, and 66% concerned the activities

and feelings of users at the time (and therefore the location
where) the messages were posted; a key feature of a vibe.
Similar results were identified by Zhao and Rosson [19] who
argued that the personal nature of status updates promoted a
feeling of connectedness and awareness of others’ feelings
and attitudes, even if those people had never met. These
findings indicate that the raw message data posted to Twitter
by users fits with our previous description of a vibe. Other
work has shown that higher level summary aspects of messages, such as trends, events and general moods of creators
can be extracted, given a large enough sample and computational power [3, 4]. This work has lead to visualisation
tools to allow news organisations and emergency planners to
understand historical or developing situations [3, 10].
The work discussed indicates that a vibe can be extracted
from geo-coded social media, particularly Twitter. It also indicates that for an ambient, passive presentation, the use of
sound through both speech and non-speech audio is likely to
be more appropriate than presentation via a visual display.
In the following section we introduce PULSE, a system designed to provide a vibe via an auditory display and support
better understanding of the environment around the user.
PULSE

PULSE runs on the iOS platform and uses the Twitter social media service to provide content. From the earlier discussion of Magitti [1], and the issues of visual displays it
raises, it is important that active interaction is not required.
Users therefore interact with PULSE passively as they walk
around a physical location. Information is directly or indirectly presented through a spatialised auditory display via
earbuds. These do not block out external sound, and our
aim is to augment, rather than replace, the existing auditory
soundscape in an area with a digital vibe. Twitter provides a
geo-search API allowing developers to search for messages
within a defined physical location. In PULSE we search over
a relatively small area (100m radius) around the user, and request only messages generated on the same day, so we can
generate a local and recent vibe. The messages returned may
have been generated by any Twitter user. Each message obtained is processed to remove acronyms or urls. Common
contractions, such as ‘lol’, are replaced with longer equivalents. At periodic intervals we select the closest message
to the user’s current location, subject to a maximum cut off
distance of 100m. This message is then rendered using the
Cereproc (www.cereproc.com) text-to-speech engine using
a Scottish male voice, and presented geo-centrically in a 3D
auditory space. Because the messages are so short (each is a
maximum of 140 characters), we move them along the same
directional axis so they are presented closer to the user (a
distance of 15m). This means the messages can be clearly
heard, but also that users can either attend to the message or
continue to walk, causing the message to naturally fade out
as the distance between it and the user increases (see Figure
2). In such a way we are providing whispers of conversations
around the user, and one element of a vibe.
Simply presenting the content of a few messages, whilst important, is not sufficient to represent a vibe as we previously
described. Such messages provide only the concrete exam-

Figure 2. Trend and Message Density are calculated from all of the
messages in a 100m radius around the user’s current location.
Periodically, the closest message is selected, and presented spatially at
a point 15m from the user along the same axis.

ples of what activities occur in an area. They do not provide
an overview. In addition, depending on user walking speed
and the number of messages downloaded, it is very unlikely
that a user would hear all of the messages available. In order to provide the full vibe we must also communicate more
implicit aspects of the messages in a timely fashion. We
consider the following to be key implicit aspects.
Message Density: We combine the volume of messages that
are downloaded, the rate at which they have been generated
and their age to determine message density. An area where
there are long time gaps between the creation time of messages would be indicative that not a lot is happening. This is
not necessarily a bad thing, and its meaning would need to
be determined based on the user’s other senses. For example, if the user is wandering around a sleepy seaside village,
message density may be lower than if wandering around a
city centre. However, the meaning of each of these would be
different. In the case of the seaside village it may heighten
the laid back nature of where the user is. In the city it may
indicate that the user is wandering into an area where there
is little to see or do, and changing direction may be more
appropriate. Based on informal testing, we classify a gap of
60 seconds or less in the mean creation time between messages to be the maximum (highest) value of message density.
Messages with a mean gap between creation of 60 minutes
or greater are classified as the minimum (lowest) message
density value. Other gaps are scaled between these values.
Topic Diversity/Agreement: A second attribute is in the consistency and diversity of the messages in a given area. Consistency can help better inform the user of large scale or common activities taking place in the current area. The lack of
a trend, and thus an indication of the diversity of messages,
is equally important. This would provide an impression of
the richness and variety of a place. For example, a city centre may have lots of different activities that have a similar
number of generated messages. The techniques previously
discussed (e.g. [4]) for extracting this trend from messages
require significantly more network bandwidth and processing power than is currently available on mobile devices. We
use a much cheaper approach. We count the number of messages in the 100m area that have been tagged by their cre-

ators with a hash tag. If 30% or more of the messages are
labelled with the same tag, we classify a trend as existing in
the current area. Larger percentages of messages sharing the
same tag are classified as stronger trends.
Whilst these attributes are relatively straightforward to obtain from the messages downloaded, it is much less straightforward to consider how they should be integrated into the
auditory display. We consider two difference approaches:
using additional non-speech auditory cues and implicit presentation through modification of the spoken messages.
Speech Plus Non-Speech Audio Presentation

Our first approach is to employ explicit presentation of the
message metadata through additional non-speech auditory
cues. This allows the message density and trend to be rapidly
presented to the user and a finer grained vibe to be presented.
However, the sounds chosen need to work within the existing, natural, auditory environment. Selecting appropriate
sounds that work well is challenging. We have based these
cues around a water-based soundscape. Water exists in both
urban and rural settings, so is a good metaphor to draw upon.
It also allows us to present a structured soundscape [7] to
complement the spoken messages.
Message density is linked to the rate of flowing water. As the
it increases, the flow rate of the water also increases, from a
quiet bubbling brook to a raging river rapid. A combination
of different sound samples and auditory volume is used to
generate this effect. Emergence of a trend is presented in
much the same way via a bubbling sound, analogous to a
common topic “bubbling” up. Depending on the strength of
the trend, this ranges from a quite intermittent plopping to a
boiling pot of water. This provides a fine grained indication
of the popularity of a particular topic. On the appearance of
a trend, the user can, via a visual slider, decide whether to elevate its importance (causing PULSE to give more weight to
messages from that trend for spoken presentation), or reduce
the presentation of further messages from that trend.
Implicit Presentation Through Speech

In this version, rather than provide additional auditory cues
to present message density and trend information, we use
modification of the presentation characteristics of the spoken
messages to communicate the data. Here, message density is
reflected in the separation gap between successive message
presentations. The higher the message density, the shorter
the time between successive message presentations. At the
maximum message density value, messages are presented
every 8 seconds. At the minimum message density value this
rises to 28 seconds. These values were based on informal piloting. It will take a few message presentations before a user
is aware of this increase or decrease. This might be useful
when the user is relatively static, enjoying a coffee at a street
cafe, but it may be too slow if the user is moving through the
city and the message density is changing quickly.
It is less clear how the diversity or agreement of a topic can
be realised. Our initial approach, when a topic was identified, was to elevate messages from that topic so their presentation was prioritised over other messages. However, the

user may not consider the trend messages to be of greater importance to be elevated. As in the scenario presented, a user
may not be interested in a nearby football game and wish
to exclude those messages. We have therefore taken the approach of changing the speaker voice from male to female
when a message from a trend is presented. In this way the
user is quickly made aware of one or more emergent trends
and, as with the use of additional non-speech cues, can decide whether to elevate or reduce its importance via a slider.
Modifying the spoken message to communicate this additional data has the advantage that we are not obtrusively
modifying the existing soundscape with new auditory cues.
However, as shown, there are also disadvantages: a coarser
grained feedback, and changes in attributes are likely to take
longer to be noticed by users. The use of a different speaker
for trends provides only binary feedback: there is a trend or
not. It cannot communicate the strength of that trend as a
proportion of all messages in the area.
Both techniques have benefits in trying to present a vibe.
Through both a quantative lab-based study and a qualitative
field study we will attempt to answer the following three key
research questions:
RQ1: Can users gain an overview of the vibe around their
current location?
RQ2: What is the trade off between the two proposed feedback techniques to communicate the PULSE metadata?
RQ3: What are the implications and design issues of using
PULSE in situ?
LAB EVALUATION

We elected to perform both a lab-based user evaluation as
well as a field study. A mixed-method approach allows us to
understand PULSE at multiple levels, generating rich feedback for future development. To provide answers to RQ1
and RQ2, a within groups lab experiment was carried out.
Participants attempted to detect and estimate the magnitude
of change in both message density, and the distance over
which a message trend (trend distance) existed, using both
the implicit presentation through speech (modified speech
condition) and speech plus non-speech (additional cues condition) feedback types of PULSE. Twenty participants (8
male, 12 female, aged 17-37, mean age 21.8) took part. Each
was paid £10 for participation. The order of each condition
was counterbalanced. For each condition participants were
seated at a desk in a usability laboratory.
Two changes were made to PULSE to allow its use in a laboratory setting. The first, to allow precise control of changes
in message density and trends, and ensure consistency between participants, was to load a cache of messages from
file. Under the terms and conditions of the Twitter API,
downloading and offline storage of messages is not permitted. Therefore two corpora of messages was created. The
composition of messages was based on those discussed by
Java et al. [9], with smaller groups of thematically similar
messages created to represent trends.

Figure 4. Graph of accuracy in in message density changes for both
conditions and all levels of density change. Shown with standard
deviations.
Figure 3. A screenshot of the interface used for the lab study showing
the route and current location of the user

Secondly, the user was automatically moved along a set route
at a set pace of 2m/s. Allowing the user to move at his
or her own pace (e.g. through the use of forward or backward buttons) could confound performance in the modified
speech condition. If the user moved quickly (much faster
than would be possible when walking) almost no spoken
messages would be heard, leading to higher errors than if
the user did not move at all and waited until all messages
were played. Neither extreme is probable in real world use,
so we chose a mean constant speed of 2 m/s based on the
work of Bergström-Lehtovirta et al. [2]. During each condition participants were able to see a Google map showing
both the route and current position along it (see Figure 3).
Two routes and two message corpora were created. These
were counterbalanced between the two conditions. Each
route was 2700m long and was split into 18 150m long sections. Within each section the message density was changed
once (± 10, 30 or 60% of maximum message density), and a
message trend was presented (with a trend distance of either
50 or 100m). The message density was never changed when
a trend was present and no changes were made in the first
or last 20m of a section. There was an even number of each
change level, both between and within the two routes used.
At the end of each 150m section, all sounds were switched
off, the participant location on the route was paused and a
dialog was presented. Participants were asked if a message
density change had occurred in the previous section, and if
so, the magnitude of that change as a proportion of the maximum message density. Participants were also asked if a trend
had been present, and if so, to estimate the trend distance as
a proportion of the 150m long section.
Before the start of each condition participants completed a
training route of two sections. These allowed familiarisation
with the experimental protocol, and the sounds for trends
and the minimum and maximum message density. As we
asked participants to make absolute estimations of changes
to message density, providing participants with training on
the maximum and minimum values was essential [12]. On
completion of each condition participants filled out 20, 7-

point likert scales covering confidence in, and opinions of,
the feedback provided by each condition. At the end of the
experiment a short interview was held.
Results
Message Density

The graph in Figure 4 shows the distribution of correct answers for both conditions for all three message density magnitude change levels. A two-way within groups ANOVA
on showed a significant main effect for both feedback type
(F(1,19)=36.15, p<0.001) and message density magnitude
change (F(1,19)=40.07, p<0.001). A significant interaction
effect between feedback type and magnitude change was
also found (F(2,38)=11.758 p<0.001). Bonferroni corrected
t-tests were carried out to understand where the difference
between the factors lay. Density changes in the additional
cues condition of 30% and 60% were significantly more accurately identified than changes of 10% (p<0.001). Density
changes of 30% in the additional cues condition were significantly more accurately identified than changes of 30% and
60% in the modified speech condition (p<0.001). Changes
of 60% in the additional cues condition were significantly
more accurately identified than changes of 60% in the modified speech condition (p<0.001). No significance was found
between density changes in the modified speech condition.
A Pearson correlation between actual and estimated message density magnitude change for the additional cues condition, showed a significant but weak correlation (r=0.471,
p<0.001, df 19). A one-way within groups ANOVA on estimated change showed significance (F(1,19)=18.86, p<0.001).
Bonferroni corrected t-tests showed the 60% change had been
estimated significantly higher than 10% (p<0.001) and 30%
(p<0.001). A correlation for the modified speech condition
failed to show significance (r=0.198, p=0.221, df 19).
The results show that whilst accuracy improved as the magnitude of message density change increased, those improvements were only found in the additional cues condition, with
changes of 60% leading to accuracy in detection of message
density changes approaching 100%. Changes of 10% were
poorly identified, and our results would suggest that only
changes in message density greater than 30% are likely to
be identified with good accuracy. Although there was a cor-

groups t-test on these data showed that estimates were significantly different between the 50 and 100m trend distances
(t(19)=6.51, p<0.001). A significant and slightly stronger
correlation was found between actual and estimated trend
distance for the modified speech condition (r=0.641, p=0.002,
df 19). A within groups t-test showed estimates of message
trend distance were borderline significant between the 50
and 100m trend distances (t(19)=2.04, p=0.055). The correlations indicate that participants tended to underestimate
large trend distances (mean estimate for 100m: 64.02m ±
22.35m (modified speech), 81.16m ± 18.93m (additional
cues)), but were more accurate for small trend distances for
both conditions (mean estimate for 50m: 54.17m ± 27.36m
(modified speech), 57.87m ± 9.0m (additional cues)).
Figure 5. Graph of accuracy in detecting a trend in messages for each
of the two trend distances. Shown with standard deviations.

relation between the actual and estimated message density,
this was weak, with a large deviation of estimated changes
for each of the three magnitude change levels. Only gross
changes, greater than 30% in presented message density, were
found to cause a change in estimated message density.
For the modified speech condition, increasing the message
density did not lead to a significant improvement in accuracy. This is surprising, as when asked about strategies used
to determine message density, thirteen participants said that
they had been counting the time between successive presentations of messages, or monitoring the movement of the
pin representing the current user location, as a way to determine if the message density had changed. Such an approach
would clearly not work in real world use of PULSE.
Users are likely to detect only large changes in message density when using PULSE. From our scenario, wandering towards the football stadium would cause a large message density change in a short period, as would moving from a busy
thoroughfare to a quiet square. Users would be able to determine that a change in social network activity had occurred,
although would be unlikely to be able to quantify it. Smaller
changes, such as a small rise in message density over a long
period of time (e.g. sitting at a cafe) would not be detectable.
Trend Distance

Trend distance detection accuracy (see Figure 5) was analysed in a similar way. A two-way within groups ANOVA
found a main effect for both feedback type (F(1,19)=8.175
p=0.01) and trend distance (F(1,19)=58.38 p<0.001). A significant interaction between feedback type and trend distance was also found (F(2,38)=22.23 p<0.001). Participants
were significantly better identifying longer trend distances,
and when identifying changes with the additional cues condition. Bonferroni corrected t-tests showed performance for
50m trend distances in the additional cues condition was significantly higher than 50m trend distances in the modified
speech condition (p=0.002). This highlights that the effects
found were due to the 50m trend distance. Performance on
the 100m trend distance was identical for both conditions.
A significant, but weak, Pearson correlation was found in
the additional cues condition between actual and estimated
message trend distance (r =0.535, p<0.015, df 19). A within

Whilst significant differences were found, the results indicate that large changes in trend distance must occur for participants to be able to discriminate between them. Trends
that occur over a wide area, such as the football example
from our scenario, are likely to be detected by participants
irrespective of the feedback type used. However, if trends
occur over a small area, such as an intimate local gig by a
band, users may get some messages but will not determine
that there is a trend without additional auditory cues.
In addition to the quantative results, each participant was
interviewed and completed a questionnaire (adapted from
Wakkary and Hatala [18]) for each condition. Participants
rated their agreement (strongly agree to strongly disagree)
on a set of 20 7-point likert scales covering subjective impressions of both the task and audio feedback. The results
generated from these broadly agree with the results previously discussed. Ten participants rated the additional cues
condition as preferred, six rated the modified speech condition as preferred, with four preferring both conditions equally.
The main reason for the additional cues condition being preferred was the ease of extracting the information required to
answer the questions. The main reason why the modified
speech condition was preferred was the lack of additional
sound. Concentrating on this was felt to be distracting from
listening to the content of the messages. Participants rated
the additional cues condition as being significantly easier to
determine the global message density value (T(19)=2.900,
p=0.003), that a change in message density had occurred
(T(19)=3.270, p<0.001) and the magnitude of that change
(T(19)=2.910, p=0.004). The modified speech condition was
rated as significantly easier to determine what the topic of
the trend presented was (T(19)=2.807, p=0.005). None of
the other likert scores were significant, although both conditions had between neutral and strongly positive agreement
with the statements. Speech and non-speech sounds were
found to be informative, understandable and were not rated
as annoying by participants. In addition, participants rated
both versions of PULSE as likely to be useful to gain an
overview of a new location.
Discussion

The experiment has provided answers to RQ1 and RQ2. Users
were able to detect and discriminate between changes in
message density and trends. However, changes had to be
large and participants were unable to accurately estimate their

magnitude. The additional cues condition significantly outperformed the modified speech condition. Only subjective
confidence in determining the topic of detected trends was
significantly better with the modified speech condition. It
could be argued the modified speech condition be redesigned,
but this is difficult without altering the intelligibility of the
messages (e.g. speeding up speech to communicate density would degrade message understanding). However, accuracy in identification of large message trend distances was
comparable between both conditions. In the modified speech
condition trends were communicated through explicit change
of speaker sex. If further such attributes can be identified in
the future its performance may be improved.
IN SITU EVALUATION

Whilst we have good understanding of the amount of change
in both trend distance and message density that users can
detect, and how this changes between the two feedback conditions, we can only hypothesise over its relationship to the
real world use of PULSE. In order to answer RQ3, as well as
contextualise our findings from the lab study, we conducted
a longitudinal field study. Our study ran over a two week period in Edinburgh U.K., and was timed to coincide with the
International Edinburgh Festival 2 . We expected this to cause
an increase in both messages and trends, as well as provide
stimulating content about the shows and people who took
part in the festival. Five users (mean age 33.25, all male)
took part. All lived in Edinburgh and worked in the city centre near to festival venues. We chose local users, rather than
tourists, as a way of determining how well the vibe presented
fitted with the ‘local’ understanding of an area. If a local user
agrees that the vibe is what would be expected, then a visitor
will be gaining an accurate impression of the area.
Participants were each given an iPhone running either the
additional cues or modified speech version of PULSE. Each
version was instrumented to collect usage data. After an initial briefing and demonstration of how to operate the application, each participant was asked to use PULSE in their
day-to-day life over the following week. At the end of the
week the experimenter returned, debriefed the participant
and swapped the iPhone to the other version of PULSE.
At the end of the following week the participant was again
debriefed more deeply. Participants also completed an extended versions of the questionnaire completed by the lab
participants. Participants were paid £10 for participation.
Results

Data logging on the phones showed similar usage between
the two versions. Each was used for a total of 10 sessions
lasting on average 22 minutes (additional cues condition)
and 19 minutes (modified speech condition). Most sessions
occurred in the morning and evening, and participants noted
that PULSE had been used as they walked or took the bus to
work. Questionnaire results were broadly in agreement with
the lab study previously discussed. Data from the interviews
were coded using a framework approach [13]. Condition
preference, as well as density and trend changes, were used
as initial codes. From this several key findings emerged.
2
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Condition Preference

All but one participant rated the modified speech condition as
their most preferred. Whilst the explicit non-speech sounds
used in the additional cues condition were found to be initially useful, they could soon become annoying: “it was ok
at the beginning, it was quite soothing. Then maybe after 10-15 minutes it gets annoying”. This was particularly
noted when there was little variation in the message density level. The constant presentation of the same information
was a source of annoyance: “if there are not many changes
in messages, you are just listening to water”. Another participant noted that he found the feedback to be “too much”
when combined with other environmental noise, and that it
had distracted him during day-to-day activities: “I think I
walked out of Tesco (a supermarket) leaving a fiver behind,
and some woman came out behind me and had to give me
my fiver back. Yeah, so it was quite distracting”. This distractive element of the additional cues condition caused participants to “tune out” of the auditory display, missing both
spoken messages and changes in the message density: “after
a while I definitely tuned out and stopped listening. It didn’t
really register that there had been a change”. However, participants also discussed the lack of sound as a problem with
the modified speech condition. The irregularity of the message presentation caused them to wonder if the application
had stopped working, especially in places where no messages existed: “You couldn’t tell if it had stopped for some
reason. Is it still working? And having to take it out and
no, no, its fine”. Here, the lack of sound caused PULSE to
emerge from the background and become something to be
explicitly attended to, rather than being passive. This lack
of confirmation that PULSE was still running was primarily the reason why one participant rated the additional cues
condition as preferred: “it (additional cues condition) was
more fun to listen to because the other one had long bits of
silence, with the occasional bits of speech..... Whereas, with
the sound, you have the vaguely watery noises and speech,
so the overall auditory experience was more interesting”.
Neither condition can be considered as optimal to users.
Message Density and Trends

Related to condition preference were comments related to
the feedback of both trend and message density. Unlike the
lab-study, we did not explicitly ask participants to estimate
or detect changes in these data when using PULSE, but we
did ask about changes during the debrief. Questionnaire data
indicated (as with the lab study) that users found it easier to
detect changes in both trend and message density with the
additional cues condition. One user mentioned for the additional cues condition that: “It is useful, it did convey the
information quite well, different levels of (water) running.
You could tell that, around here it started gushing a bit more.
As I walked away from here it gradually went into the background”. Both trend and message density were found to be
useful and important to communicate: “Trends were good. It
was good to see what the hot topics were around me”. However, users also noted that they rarely got trends. Those they
did get were solely around the Edinburgh Festival. As stated,
the lack of a trend is as important as getting one. However,
many messages that were clearly related did not have hash
tags. Improved trend detection is therefore necessary.

As would be expected from the lab study results, participants
discussed that they could only detect gross changes in the
message density. However, this was also a function of the
underlying data. Message density was characterised by large
and abrupt changes as users moved between areas. As one
participant noted: “I could tell the density by the sound of
the water as before. It changed very abruptly. So I walked
across George Square and it went from 0 to 30 back to 0
again in a few meters.”.
Message Content

Participants largely found the messages presented with both
versions of PULSE to be congruent with the environment.
In the few cases where they did not, this was caused by the
message being too old to continue to reflect the environment:
“Sometimes it (the tweet) was posted quite recently. But
other times, you do not know really. When it said ‘lets all
come to the meadows (a park)’ and it was pouring with rain,
it couldn’t have been that recent”. Only messages posted
that day that were used in PULSE, but for fast-changing situations a narrower timescale may be required.
The content of messages had a strong influence on their perceived importance to users. Three broad categories of messages (broadly spanning the news and daily chatter groups
of Java et al. [9]) were found. Messages where a nearby
location was explicitly named within the message body (e.g.
a named local pub or shop) were most engaging to users.
These provided a tight coupling between the auditory display and the physical space: “There was one point where I
was going right past the place and it said something about
it. And I was like oh, wow!... And that was really nice because it was experiencing that overlap between the real and
virtual location. That was more a kind of, avant-garde art
exhibition. Oh, that’s quite cool”. The role of these messages also extended to informing users of places they did not
know existed, but often went past. One user, using PULSE
on the bus to work, said: “I got one, about a working man’s
club just coming across in the bus. I’d never have known
there was a working man’s club in and around that area. It
was a nice insight into what other people do with their life.”.
The second type of messages were more news related. As
expected, a number of messages concerned shows, acts and
reviews at the Edinburgh Festival. Participants found these
to be interesting, but wanted more detailed information. As
one said: “Yeah, it’s handy for little reviews of the area you
were in. That was quite useful. If people put something useful into their tweets rather than ‘oh, i‘ve just been to a great
show’. Well, what show was it?”. These comments also
extended to other areas, such as messages about well prepared meals eaten in restaurants, where participants would
like more details about the restaurant. This illustrates, as was
previously discussed, that recommendations and ad hoc social networks [8] may naturally arise from the use of PULSE.
The third type of messages were more trivial and mundane.
Attitudes towards these depended on how interesting or amusing participants found them. In many cases participants found
the messages to be boring or uninteresting: “There were boring ones as well. Like the one where this guy said ‘I’m a bit

hung over this morning’ and I thought well, fine. I don’t
care about you.”. However, in other cases participants found
them to be amusing and interesting: “What was it: ‘I had
a piss, it was so good it felt like I’d cured cancer.’ Well, it
amused me.”. The interest in messages was tied to individual
preference, and as one participant noted: “the crap ones are
sometimes quite funny. It would be hard to separate funny
ones from the boring ones”. The relocation of such messages within the environment of their creation often had a
positive effect on how interesting they were perceived to be.
As one participant noted: “The fact that it was geo-located
made it more interesting, even if the content wasn’t that interesting. I got one, some guy saying he was making lasagne
for his kids. But given that I was just outside my flat, and that
could have been somebody.”. We explicitly did not implement content-based filtering on the messages to avoid prejudicing this issue. Undoubtedly some filtering is necessary.
However, what one person finds boring another may find interesting. Messages with poor English, typos and spelling
mistakes also caused problems for the speech synthesis and
were obviously found to be uninteresting and confusing, and
filtering these is also necessary.
Although many mundane messages were uninteresting, participants found that they could provide awareness of social
activities or groups of people with divergent interests to their
own: “You’ve got the ‘God i’ve such a hangover this morning’ ones. Which are a bit boring, but also interesting in
a way, cause it reminds you of a social group of people”.
Another noted a message from a performer in the festival:
“This guy who said it was two and a half hours till his show
started. That was quite interesting. Seeing it from the other
side”. Such awareness is one of our key aims for PULSE,
and that it was identified with users who were local to the
area is encouraging.
Overall, this relationship between the message, the location
in which it was created and the location of the user, either
through mundane messages in their environment, or by explicitly named nearby locations, was found to be engaging
and powerful for participants. It also reflects the findings
of Rost et al. in evaluation of the Columbus system, where
photographs closer to the current location of the user were
rated as more interesting than those further away [15].
Extensions

Our original assumption with PULSE was it’s passive nature. Users should not need to make an explicit decision to
remove the device and interact with it. Information should
be serendipitously discovered. Therefore, other than a diagnostic screen showing the connection status to Twitter, and
the ability to manipulate trend influence, no other interaction
was provided. Whilst users appreciated the serendipitous
quality of the interaction, a number of areas were identified
where switching to explicit interaction would be useful.
One area was in the display of a history to the user. This
was mentioned as both a way to remember a good message
that could later be shared with friends, and as a way of retracing the route taken:“It would also be nice if there was
a history. Cause quite often I had a good one and wanted

to remember what it was. Or something along the lines of
these were the ones, and go back along the route.”. Related
to the history was the ability to replay a message. Because of
the short time taken to play the messages and the time taken
to “cue into” listening, participants sometimes found they
heard only part of a potentially interesting message: “There
was no lead in, and then breaking it up. Some is not that
easy to understand, and by the time you are attending to
it....”. This was compounded by the non-structured nature of
the messages themselves, which were often not formed into
sentences and had spelling errors, making the speech difficult to understand. Further work on filtering or processing
messages would help, but this is not a trivial problem.
Another area for improvement was a more in-depth understanding of trends. Participants were excited by the emergence of a trend in the messages, and wanted to immediately
explore and understand it, rather than waiting for more messages on the same topic to be presented: “I was interested
in what the trend was or why it was being called a trend. But
all I got when I went to the trend screen was ‘#edFringe’. I
wasn’t sure why it said it was a trend.... I wanted to know
how many, or what the original message was, and why was
it having an impact”. Switching from a passive to active interaction also extended to gaining a vibe from areas further
from the user, rather than just their immediate vicinity, as
a way to guide future exploration: “(I wanted to see) what
other stuff was around, or another area. If you were trying to understand a new town it is useful in being able to
serendipitously show you what is going on in the place you
have wandered into, but there might be something interesting a few hundred meters away”.
Discussion

In terms of the research questions asked, we can conclude
that in situ use has a strong influence on the previous findings
of RQ2. Changes in metadata were easier to identify when
additional auditory cues were used. However, modification
of speech to communicate trend and message density was
more often preferred.
Participants strongly (4 to 1) favoured the modified speech
condition. We attribute the change in condition preference
to the lab study having an explicit task (answering questions
about metadata changes), something that was not the case
with the in situ study. We must conclude that neither of the
two feedback versions was optimal. The long gaps of silence in the modified speech condition (made worse if the
user passed through an area with no messages) were found
to be annoying. However, the additional cues condition was
found to be annoying and distracting, with users “tuning out”
the sonification and speech in busy environments, although
the sounds themselves were found to be appropriate in context. In relation to the lab-study, users also found it easier
to detect changes in the metadata with explicit non-speech
audio feedback. Additionally, participants found the data
communicated to be useful and important.
Providing feedback somewhere between that given by the
modified speech and additional cues conditions is likely to
be a better approach. This could either be only sonifying

changes in the metadata, or monitoring the external audio
levels and switching between the two feedback conditions
as appropriate. In this way we would present the feedback
through additional cues when walking through a quiet park,
but switch to a less obtrusive presentation when walking
through a busy city street.
For RQ3, the PULSE system worked well in situ. Overall
impressions of both versions of PULSE were positive; participants found it to be a useful and interesting way to link
geo-located content with the physical environment. Users
were also able to easily integrate PULSE into their daily
lives. However, their impressions were tempered by the content and quality of the messages. Those that strongly linked
to the physical location were always found to be interesting,
but those that dealt with the day-to-day issues in people lives
depended on the subjective interest in the messages. This
may be due to our users living and coming from the area
where they used PULSE, so the day-to-day messages were
often not surprising. If immersed in a different country or
culture, the relevance of some of these messages is likely to
be higher. Given the agreement of participants that the messages were congruent with the environment, we believe this
to be the case. Nevertheless, many of these mundane messages were found to be interesting, informative and amusing.
Participants were also positive towards the use of PULSE in
new environments.
Whilst some filtering of the message content would be useful
in determining what messages to present, additional effort is
also required in processing the messages. Speech synthesis engines use an understanding of the language to render
messages intelligibly, and the lack of good English, spelling
mistakes and contractions caused problems for the speech
engine in successfully rendering the messages. This in part
caused participants to request the ability to replay messages.
Further discussion on how to process the messages to allow
better speech rendering is beyond the scope of this paper,
however it is a non-trivial problem. We used a high quality
commercial speech engine, but other means (such as cueing
the user that a message is about to be presented) to assist
speech recognition may be necessary.
CONCLUSIONS

PULSE provides a new interaction technique to allow the
exploration of collocated geo-social media. By using an ambient auditory display we were able to tightly couple virtual
and physical environments, avoiding the need to mediate this
interaction visually through the display of a mobile device.
As such, users did not need to remember to check the device, or constantly look at a screen. The lack of required
interaction with the device afforded serendipitous discovery
of interesting messages in the environment. It is difficult to
accept that if a visual approach had been employed users
would consult PULSE for anything other than obvious visible events in the environment. For example, the football
match from our scenario. Yet it was often more mundane
messages that users commented on. The contextualisation
of these messages back into the environment often increased
the interest users had in them.

The results of both studies show neither of the two sonification techniques was a clear “winner”. However, an ideal
solution appears to lie in some combination of both. Although we used Twitter, it is trivial to consider how other
textual UGC could be incorporated to enhance PULSE. For
example, incorporating the Edinburgh Festival programme
and providing explicit reviews and summaries of shows as
users walk past venues. However it remains an open question how non-textual UGC, such as photographs, could be
incorporated into the passive interaction style of PULSE.
In conclusion, our work on PULSE has significantly added
to the currently limited knowledge on the presentation of
geo-social media. PULSE has shown the affordances that
geo-social media provide to users when in the same geographic location, and the ways we can present that media to
develop a rich and engaging locative experience for users.
Such investigation is a rich area for further study that deserves much greater attention than has so far been employed.
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